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INTRODUCTION
Digital transformation is imperative for every  
organization today that wants to use technology  
to deliver better value to customers. It includes  
not only applying technology to new and 
existing business processes, but changing the  
way organizations think about and deliver 
their products and services. Done right, digital 
transformation strengthens the customer 
experience while making smart use of technology 
resources to keep budgets in check. 

Enterprise technology needs to help 
organizations take action in real time. Doing 
this effectively means modernizing application 
infrastructure from batching to event-driven.

Serverless computing enables event-driven  
architectures by abstracting the infrastructure 
so developers can focus on writing the  
application code. With serverless, application 
teams don’t need to worry about the complexity 
of maintaining, patching, supporting, and paying 
for infrastructure that they need on an elastic 
basis. Serverless resources are priced based 

on actual consumption, typically at execution 
time, and the amount of data transferred. 

This approach can help organizations optimize 
use of IT budgets by quickly scaling up or 
down resource use as customer demand 
shifts. And by removing the need for 
application development teams to manage 
application infrastructure, serverless helps 
organizations keep these teams focused on 
writing application code, and building their 
own products and services.
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Serverless computing is often referred to as 
function-as-a-service (FaaS), but as we will 
explore, FaaS models are only one way to 
create a serverless architecture. 

In this paper, we cover how serverless fits into 
and supports a cloud native architecture to 
drive digital transformation. We also explore 
the relationship between serverless and 
functions as a service (FasS), and conclude 
with an examination of the major serverless 
offers and primary vendors.
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THE ROLE OF 
SERVERLESS IN 
YOUR DIGITAL 
TRANSFORMATION 
STRATEGY
Digital transformation is a race. 

A race for businesses to keep up with consumers’ 
accelerating and increasingly varied digital 
adoption. Consumers and employees alike 
benefit from—and now expect—experiences that 
predict their preferences and react to them  
instantly. Today, technology and software is no 
longer a cost center but an innovation center 
that drives business.

Consider just three compelling data points about 
how digital transformation helps organizations 
deliver a better customer service, out of 40 
aggregated by Forbes:

• 75% of consumers are more likely to 
make a purchase from a company that 
knows their name and purchase history 
and recommends products based on 
their preferences. *Accenture

• 44% of companies have already moved 
to a digital-first approach for customer 
experience. *IDG

• 56% of CEOs said digital improvements 
have led to revenue growth. *Gartner

Cloud native technologies like platform as 
a service (PaaS), microservices, containers, 
declarative APIs, and serverless, along with 
the DevOps methodology, make keeping up 
with customers possible. 

These technologies empower organizations to  
quickly build and run scalable and secure  
applications in modern, dynamic environments  
such as public, private, and hybrid clouds. They  
enable loosely coupled systems that are resilient,  
manageable, and observable. Combined with  

robust automation, they allow engineers to make  
high-impact changes to your applications 
and infrastructure frequently and predictably1. 
Together, these cloud native capabilities 
accelerate time to market with features and 
products that can scale and operate  
with minimal overhead.

 1. Adapted from Cloud Native Computing Foundation definition.
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CLOUD NATIVE 
BASICS 
In your push to satisfy customers’ demands for 
responsiveness, microservices architectures 
are perhaps your number one ally. In contrast 
to the monolithic application, which is single-
tiered and combines all services into a single  
program, microservices architectures separate  
services into discrete, coordinated units. The  
benefits of the microservices approach include  
continuous deployment, faster testing, and 
the ability to update each service as needed 
without impacting the other services.

Digital powerhouse Netflix benefits from 
microservices in many ways, including 
allowing each client team (think Roku, 
PlayStation, mobile, and hundreds of client 
devices from which you can access Netflix) to 
update their app independently of one other. 
That equals happy customers! The previous 
monolith, in contrast, was so large that client 
teams couldn’t even run it locally, which made 
testing and debugging very difficult. Netflix’s 
Kim Trott explains in this 2015 talk.  

Typically, microservices are independently 
packaged and deployed via containers. As 
microservices applications grow, orchestrating 
all the containers and their dynamic access 
to compute, storage, and networking can 
become complex. The leading solution to 
handle this complexity is Kubernetes.

Microservices applications that have high 
demands for scalability and reliability are 

increasingly built on event-driven serverless 
architectures (EDA), which rely on events such 
as a customer order that indicate changes 
in a system. EDA enables loose coupling of 
services, which supports service abstraction 
and isolation, deployment flexibility, and 
independent scaling. 

This is especially relevant to function 
platforms. Functions are typically single use—
they may look up an address or customer 
information, for example. This variant of 
service-oriented architecture (SOA) provides 
fine-grained functionality that allows small, 
autonomous pieces of code to work together. 
Functions are often smaller in scope than 
microservices (a microservice may be a 
function or composed of several functions), 
and so the loosely-coupled architecture 
enables functions and/or microservices to 
operate independently, while leveraging 
operational independence, auto-scaling, and 
on-demand cost models.

Serverless, FaaS, and the Knative platform for  
running applications on Kubernetes are similar,  
but have meaningful differences in how and 
why they’re used. These differences can lead 
to confusion, so we’ll dig deeper into each.
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SERVERLESS: 
ABSTRACTS AWAY 
COMPLEXITY 
Serverless computing refers to the concept of  
building and running applications that do not  
require server management. It describes a finer- 
grained deployment model where applications,  
bundled as one or more functions, are uploaded  
to a platform and then executed, scaled up or 
down, and then billed in response to the exact 
demand needed at the moment.

Serverless computing, despite its name, does 
not mean that we no longer use servers to host  
and run code. Nor does it mean that operations  
engineers are no longer required. Rather, it refers  
to the idea that developers don’t need to spend  
time and resources on server provisioning, 
maintenance, updates, scaling, and capacity 
planning. All of these tasks and capabilities 
are handled by a serverless platform and are 
completely abstracted away from developers 
and IT and operations teams.

Notable characteristics of serverless 
computing include:

• Autoscaling, including scaling to 
zero: Traditional cloud or on-premises 
applications run—and consume compute, 
storage, and networking resources—
even when they are not in use. With 
serverless, when the function is not  
called, all compute and other resources 
go idle. This is particularly valuable to  

that respond to a variety of triggers. 
These may be a database call or some 
activity from a customer on a website.

• Use cases: Common serverless 
use cases include eCommerce, 
clickstream analytics, contact center, 
legacy application modernization, and 
DevOps functions.

organizations as demand for their services  
surges or, in contrast, dramatically dips 
based on customer requirements.

• Usage-based pricing: Hand in hand with  
scaling to zero, when a function is not  
being used, you pay nothing. Serverless  
providers charge per function call.

• Event-driven: Serverless enables 
developers to focus on applications 
that consist of event-driven functions 
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FAAS: GRANULAR 
EXECUTION 
BASED ON 
TRIGGERS
Serverless and function as a service are 
often conflated, but serverless is much more 
than FaaS. Serverless enables developers to 
focus on applications that consist of event-
driven functions that respond to a variety 
of triggers. A FaaS platform lets users write 
small pieces of code that are executed when 
an event happens. The FaaS platform takes 
care of trigger-to-function logic, information 
passing from one function to another function, 
auto-provisioning of container and run-time 
(when, where, and what), auto-scaling, identity 
management, and more. It also transparently 
handles provisioning the runtime, auto-
scaling, and security. FaaS can be thought 
of as the glue that connects cloud services 
together and that gets executed when certain 
events happen.

KNATIVE: 
FLEXIBILITY PLUS 
ZERO TOUCH 
Knative is an open source Kubernetes-based  
serverless platform that provides a set of 
middleware components to build modern, 
source-centric, and container-based 

applications that can run anywhere: on-
premises, in the cloud, or even in a third-party 
data center. 

In his talk at NDC London 2020, Google 
Developer Advocate Mete Atamel describes 
Knative as helping to resolve a previous tradeoff  
developers had to make between serverless 
or containers. With Knative, you get both: the 
flexibility of containers with the zero-touch 
provisioning and fast iteration of serverless. 

Knative does two things: serving and eventing. 

• Serving builds on Kubernetes to 
support deploying and serving of 
serverless applications and functions. 
Serving provides the autoscaling—
including scale to zero—feature of 
FaaS, as well as fine-grained traffic 
control using modern network 
gateways.

• Eventing provides building blocks 
for consuming and producing events 
that adhere to the CloudEvents 
specification developed by the CNCF 
Serverless Working Group. It includes 
abstractions from event sources, 
and decoupled delivery through 
messaging channels backed by 
pluggable pub/sub broker services.

Knative is a core element of creating serverless 
platforms in Kubernetes environments, so 
these key concepts are worth a closer look, as 
is the Knative Tekton continuous integration 
and continuous delivery (CI/CD) platform.
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Knative Serving defines a set of objects as 
Kubernetes Custom Resource Definitions 
(CRDs). These objects are used to define and 
control how your serverless workload behaves 
on the cluster.

• Service: The service.serving.knative.
dev resource automatically manages 
the whole lifecycle of your workload. It 
controls the creation of other objects 
to ensure that your app has a route, a 
configuration, and a new revision for 
each update of the service.

• Route: The route.serving.knative.dev 
resource maps a network endpoint to 
one or more revisions.

• Configuration: The configuration.
serving.knative.dev resource maintains 
the desired state for your deployment. 
It provides a clean separation between 
code and configuration and follows the 
Twelve-Factor App methodology.

• Revision: The revision.serving.knative.
dev resource is a point-in-time snapshot 
of the code and configuration for each 
modification made to the workload.

Knative Eventing

Any producer (or source), can generate events 
before there are active event consumers that 
are listening. And any event consumer can 
express interest in an event or class of events, 
before there are producers that are creating 
those events.

As of v0.5, Knative Eventing defines Broker and  
Trigger objects to make it easier to filter events.

• A Broker provides a bucket of events 
which can be selected by attribute. It 
receives events and forwards them to 
subscribers defined by one or more 
matching Triggers.

• A Trigger describes a filter on event 
attributes which should be delivered 
to an Addressable. You can create as 
many Triggers as necessary.

Knative Eventing also defines an event 
forwarding and persistence layer, called a  
Channel. Each channel is a separate Kubernetes 
Custom Resource. 

BROKERS AND TRIGGERS

BROKER SERVICE (TARGETABLE)

TRIGGER
BROKER SUBSCRIBER

FILTER
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Events are delivered to Services or forwarded 
to other channels (possibly of a different type)  
using Subscriptions. This allows message 
delivery in a cluster to vary based on 
requirements, so that some events might be 
handled by an in-memory implementation 
while others would be persisted using Apache 
Kafka or NATS Streaming.

Tekton Knative CI/CD

Tekton is a Kubernetes-native open 
source framework for creating continuous 
integration and delivery systems. It lets 
engineers build, test, and deploy across 
multiple cloud providers or on-premises 
systems by abstracting away the underlying 
implementation details.

As a Kubernetes-native framework, Tekton makes  
it easier to deploy across multiple cloud 
providers or hybrid environments. By leveraging  
the Custom Resource Definitions (CRDs) in 
Kubernetes, Tekton uses the Kubernetes 
control plane to run pipeline tasks. By using 
standard industry specifications, Tekton will 
work well with existing CI/CD tools such as 
Jenkins, Jenkins X, Skaffold, as well as Knative.
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MANAGED 
SERVERLESS 
OFFERINGS 
OVERVIEW
There are many FaaS vendors, but it’s 
important to understand that with the 
introduction of Knative, organizations can 
apply their existing container development 
workflows and get the benefits of serverless. 
Here, we introduce and compare the major 
FaaS and Knative managed serverless offers.

Serverless Vendors

Several vendors provide fully-managed 
serverless solutions. AWS Lambda was the  
first, followed by other fully-managed Function 

as a Service (FaaS) offerings from Microsoft 
Azure, Google Cloud, and IBM Cloud. 

In the last 20 years, few technologies have 
seen a more meteoric rise than Kubernetes. 
The container orchestration platform was 
initially released in 2014, and a 2019 survey 
by StackRox found that more than 86% of 
organizations have adopted it, representing 
a 51% increase over the previous six months. 
Part of the appeal is users can run Kubernetes 
in the cloud as well as self-managing it on-
premises. 

The explosive growth of containers and 
Kubernetes gave rise to innovative solutions 
like Kubeless and Knative that married 
the container workflow, the portability of 
Kubernetes, and the benefits of serverless.

The 2018 launch of Knative paved the way for 

a new set of fully-managed serverless offers 
coming online now. 

We identify three essential types of serverless 
vendors: 

1. Function-based (FaaS)

2. Container-based

3. Serverless-native Applications (e.g. 
AWS Aurora)

For our initial purposes, we are focusing on 
the first two types.
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FaaS Container-based

Major 
vendors/
offers

• AWS Lambda

• Azure Functions

• Google Cloud Functions

• AWS Fargate

• Azure Container Instances

• Google Cloud Run

• Google Anthos

• Red Hat OpenShift Serverless

Key concepts • Event Sources emit events for a 
particular service/application

• Triggers represent what gets 
executed when an event happens

• Events are the objects that 
contain the data and semantics 
about what happened

• Functions are small units of 
code that get executed when 
events happen, they are a 
special kind of trigger

• Serving provides the 
autoscaling - including scale 
to zero - a feature of FaaS as 
well as fine-grained traffic 
control using modern network 
gateways.

• Eventing provides building 
blocks for consuming and 
producing events that adhere to 
the CloudEvents specification.

Pros • Simple and fast to write and get 
started

• AWS Lambda in particular been 
around a while and offers a high 
level of feature-richness and 
maturity

• Any language

• No changes to your code

• Very portable

Cons • May not support your preferred 
language

• May require rewriting parts of 
your app

• Can lead to lock-in

• A newer approach to serverless, 
still maturing feature set

< TABLE 1: COMPARISON OF FAAS AND 

CONTAINER-BASED SERVERLESS 

Next, we will take a detailed look at how 
several of the leading FaaS and container-
based managed serverless options work. 

MANAGED 
SERVERLESS 
OFFERS 
There are important similarities and differences 
between the major FaaS and container-based 
(Knative) platforms. First we take a look at 
AWS Lambda, Google Cloud Functions, and 
Microsoft Azure Functions. Then we explore 
two of the most widely used container-based 
serverless platforms, Google Cloud Run and 
Red Hat OpenShift Serverless. 
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 AWS LAMBDA    aws.amazon.com/lambda

The first, the most popular, and arguably the most feature-rich event-driven, serverless computing platform. AWS Lambda runs functions based on 
triggers and bills based on time and data transfer.   

AWS Lambda offers a number of capabilities that integrate and run across these building blocks. These include Lambda Applications, a combination of 
Lambda functions, event sources, and other resources that work together to perform tasks, AWS Serverless Application Repository, and AWS CloudFormation.

  Event Sources

A wide variety of sources can 
trigger Lambda functions. 
Sources can be grouped into 
AWS-native and non-native. The 
native bucket includes sources 
like Kinesis, Cognito, SNS and 
Simple Email Service.

Non-AWS event sources can 
trigger functions in two ways: via  
the AWS API Gateway, and via  
EventBridge. EventBridge is a  
serverless event bus that connects  
application data from your own 
apps, SaaS, and AWS services.

 

  Triggers

You create Lambda triggers 
differently depending on the type 
of event source. For AWS-native 
Read Events, you create an event  
source mapping and grant 
Lambda permission to access 
the other service in the execution  
role. With synchronous invocation,  
you grant the service permission 
in the function’s resource-based 
policy, and configure the service 
to generate events and invoke 
function. For asynchronous, 
Lambda queues the event before 
passing it to your function.

Events sourced from the API 
Gateway use proxy or non-proxy 
integration.

EventBridge provides a console 
for setting up trigger rules.

  Events

JSON Event Files 
Services send event data to 
functions in JSON. The structure 
of the event document is different 
for each event type, and contains 
data about the resource or request 
that triggered the function.

Lambda Runtimes 
Lambda supports a wide number 
of languages: Node.js, Python, 
Ruby, Java, Go, .Net Core, or you 
can implement a custom runtime 
to use other languages.

 

  Functions

Use the Lambda console to 
configure function settings, add 
triggers and destinations, and 
update and test your code.

With the console, you can 
configure: triggers, layers 
(custom runtimes, dependencies, 
etc.), destinations, and a number 
of settings, such as code, 
runtime, tags, roles, memory, 
description, timeout and more.

The only way to run a function 
in AWS is to deploy it to the 
Lambda service. 

 

FAAS VENDOR 
DEEP DIVES
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 AZURE FUNCTIONS    azure.microsoft.com/en-us/services/functions

Azure Durable Functions is a library that brings workflow orchestration abstractions to code. It comes with several patterns to combine multiple serverless 
functions into stateful long-running flows. The library handles communication and state management, while keeping the API surface simple. 

You can use the hugely-popular Visual Studio to develop, test, and deploy C# class library functions to Azure. Edit, build, and run functions on your local 
development computer, and publish your Azure Functions project directly to Azure, and create Azure resources as needed.

FAAS VENDOR 
DEEP DIVES

  

 
Azure services: Cosmos DB, 
Azure Blob Storage, Azure 
Cognitive Service, and Azure Bot 
Service have native integrations 
with Azure functions, For other 
Azure Services, such as Azure 
Stream Analytics, you configure 
Functions as one of the output 
sinks to the Stream, or use Event 
Grid to trigger functions.

Azure Functions comes with 
HTTP endpoint integration, and 
there is no additional cost for this 
integration.

 

  

Azure Functions uses triggers 
and bindings. A trigger is an event 
that the function listens to. The 
function may have any number 
of input and output bindings to 
pull and/or push extra data at the 
time of processing.

The implementation details 
differ per language runtime. The 
binding system provides extra 
flexibility, but it also brings some 
complexity, in terms of both API 
and configuration.

  Events

Event Grid 
Event Grid sends HTTP requests 
to notify you about events that 
happen in publishers. Event 
handlers receive and process 
events. Azure Functions has built-
in support for handling Event Grid 
events

Azure Functions Runtimes 
Azure Functions supports Node.
js, Java, Python, C#, F#, and 
PowerShell.

 

  Functions

You can create Azure Functions 
using Visual Studio Code, Visual 
Studio, Command Line, or 
Maven. A function contains two 
key pieces - your code, and the 
function.json file. The function.
json file defines the function’s 
trigger, bindings, and other 
configuration settings.

Azure Functions offers three ways 
to deploy/host functions: There 
are three hosting plans available 
for Azure Functions: Consumption 
plan, Premium plan, and 
Dedicated (App Service) plan.

 

Event Sources 
(Publishers)

Triggers & 
Bindings
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 GOOGLE CLOUD FUNCTIONS (GCF)    cloud.google.com/functions

Google Cloud’s event-driven serverless compute platform. GCF is priced according to how long your function runs, how many times it’s invoked, and 
how many resources you provision for the function. 

In support of GCF’s “no lock-in” value prop, the Functions Framework lets you write lightweight functions that run in many different environments, including: 
Cloud Functions, your local development machine, Cloud Run, and Knative-based environments.

Use open source FaaS (function as a service) framework to run functions across multiple environments and prevent lock-in. Supported environments include 
Cloud Functions, local development environment, on-premises, Cloud Run, Cloud Run for Anthos, and other Knative-based serverless environments.

FAAS VENDOR 
DEEP DIVES

  Event Sources

Cloud Functions event sources 
include HTTP for web, mobile, 
or backend applications, Cloud 
Storage, Cloud Pub/Sub, Cloud 
Firestore, Firebase (Realtime 
Database, Storage, Analytics, 
Auth), and Stackdriver Logging.

 

  Triggers

Creating a response to an event 
is done with a trigger. Binding a 
function to a trigger allows you to 
capture and act on events. 

GCF supports the following trigger 
types: HTTP, Cloud Pub/Sub, and 
other sources like Firebase. 

  Events

HTTP events trigger HTTP 
functions, and all other event 
types trigger background functions.

HTTP Functions pass the 
ExpressJS parameters (request, 
response). 

Background Functions pass the  
parameters (data, context, 
callback).

GCF Runtimes 
Google Cloud Functions supports 
Node.js, Python, and Go, with 
Java coming soon. 

  Functions

GCF has two main types of 
functions: HTTP and Background. 

Invoke HTTP functions from 
standard HTTP requests. These 
HTTP requests wait for the 
response and support handling 
of common HTTP request 
methods like GET, PUT, POST, 
DELETE and OPTIONS.

Background functions are invoked 
directly by events from your Cloud 
infrastructure, such as messages 
on a Pub/Sub topic, or changes 
in a Cloud Storage bucket.
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 GOOGLE CLOUD RUN  
(GCR)

    cloud.google.com/run

Built on Knative, Google Cloud Run is a fully managed compute platform  
that automatically scales stateless containers. 

Cloud Run is a fully managed compute platform that automatically 
scales your stateless containers. Cloud Run is serverless: it abstracts 
away all infrastructure management, so you can focus on what 
matters most—building great applications. Run your containers in 
fully managed Cloud Run or on Anthos, which supports both Google 
Cloud and on‐premises environments. Cloud Run is built upon an open 
standard, Knative, enabling the portability of your applications.

• Write code your way using your favorite languages (Go, Python, 
Java, C#, PHP, Ruby, Node.js, Shell, and others)

• Abstract away all infrastructure management for a simple 
developer experience

• Only pay when your code is running

OpenShft Serverless provides out-of-the-box traffic routing and security 
capabilities. This offering combines Red Hat Operators, Knative, and Red 
Hat OpenShift. Combined, these tools allow stateless and serverless 
workloads to run across OpenShift deployments on private, public, 
hybrid, or multi-cloud environments with automated operations.

OpenShift Serverless helps developers to deploy and run applications 
that will scale up or scale to zero on-demand. Applications are packaged 
as OCI compliant Linux containers that can be run anywhere.

Applications can be triggered by a variety of event sources, such as 
events from your own applications, cloud services from multiple providers, 
Software as a Service (SaaS) systems and Red Hat Services (AMQ 
Streams).

OpenShift Serverless applications can be integrated with other 
OpenShift services, such as OpenShift Pipelines, Service Mesh, 
Monitoring and Metering, delivering a complete serverless application 
development and deployment experience.

CONTAINER-
BASED VENDOR 
DEEP DIVES

 RED HAT OPENSHIFT 
SERVERLESS

    openshift.com/learn/topics/serverless

Red Hat OpenShift Serverless delivers Kubernetes-native, event-driven 
primitives for microservices, containers, and compatible Function-as-a-
Service (FaaS) implementations. 
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http://www.openshift.com/learn/topics/serverless


The following at-a-glance look compares and contrasts all five offers based on pricing, languages and runtimes supported, the types of events that can be 
used as triggers, and more. Openness to deployment in hybrid cloud environments, in any language, is highest with the Knative-based serverless platforms.

Lambda Azure Functions GCF GCR OpenShift Serverless

Pricing Compute: $0.00001667 
per GB-s, 

Requests: $0.20 per 1 
million requests, monthly.

Compute: $0.000016 per 
GB-s, $0.20 per million 
Executions: monthly. 
Other pricing options 
available

Compute: depends on 
memory and CPU, starts 
at $0.000000231 per 
100ms

for 128MB memory and 
200MHz CPU

Invocations: First 2M 
invocations/month are 
free, after that charged at 
$.40 per million

Compute: First 180,000 
vCPU-seconds free, then 
$0.00002400 / vCPU-
seconds     

Memory: First 360,000 
GB-seconds free, then 
$0.00000250 / GB-second   

Invocations: 2 million 
requests free, then $0.40 
/ million    

Networking: 1 GB free 
egress within North 
America, then based on 
Google Cloud Network 
Premium tier pricing

Not yet available

Timeout Up to 15 minutes Depending on deployment 
plan, max timeout varies  
from 10 minutes for “Con-
sumption” to unlimited for  
“Premium” and “App Service”

By default, a function 
times out after 1 minute, 
but you can extend this 
period up to 9 minutes

Configurable up to 15 
minutes

Not yet available

Runtimes Node.js, Python, Ruby, Java, 
Go, .Net Core, or can imple- 
ment a custom runtime

Node.js, Java, Python, C#, 
F#, and PowerShell.

Node.js, Python, and Go, 
with Java coming soon

Any Any

Triggers Varies by type of event 
source

Differ by language 
runtime

HTTP, Cloud Pub/Sub, 
and other sources like 
Firebase

CRDs deliver events and  
hide details of event 
routing from event 
producer and consumer

CRDs deliver events and 
hide details of event 
routing from event 
producer and consumer

Openness On the low end On the low end Medium High High
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TRIGGERMESH 
CLOUD NATIVE 
INTEGRATION 
PLATFORM 
The TriggerMesh cloud native integration 
platform allows you to integrate services, 
automate workflows, and accelerate the 
movement of information across your 
organization. TriggerMesh acts as a catalyst for 
digital transformation, enabling organizations 
to build event-driven applications out of any 
on-premises application or any cloud service. 
With TriggerMesh, you can integrate any 
system, automate workflows, and respond 
faster to changing business needs. 

For example, with TriggerMesh you can:

• Automate and flag customer inquiries in 
Zendesk and route dissatisfied customers 
to the escalation team to more quickly 
diffuse volatile situations 

• Send updates from your Gitlab 
development environment to Slack

• Ingest and filter event data from Azure 
Security Logs and suppress noisy events 
that make pollute Splunk and reduce 
efficiency

• Monitor changes in an on-premises 
Oracle DB and publishes subsets of data 
to Oracle cloud

• Use our AWS EventBridge integration 
to connect existing on-premises 
applications or non-AWS SaaS offerings 
with cloud infrastructure from Amazon

For all the same reasons why enterprises 
are placing the cloud at the center of their 
application strategy - portability, scalability, 
and speed - we are building our solutions 
using modern cloud-native architecture. 
This allows you to connect applications and 
services from the data center to the cloud, or 
clouds, of your choice.

Benefits

• Powerful, custom integrations made 
easy - Easily connect SaaS, cloud, and 
on-premises applications with serverless 
and cloud-native architectures in a few 
simple steps

• Modernization - Bring your legacy 
applications to the cloud and leverage 
your existing IT investment

• Programmatic - Improve developer 
productivity and provide consistency by 
integrating services through a standard 
platform

TriggerMesh Cloud

TriggerMesh Cloud is a fully-managed 
integration service that enables anyone 
to securely create powerful integrations 
between SaaS applications like Confluent, 

Zendesk, Twilio, SendGrid, and AWS services 
like Amazon S3 and Amazon Cloudwatch in 
a few clicks. TriggerMesh Cloud can execute 
your event flows on a schedule or in response 
to an application or service event. You can 
define filters and route events to any service 
you select.

TriggerMesh Enterprise 

TriggerMesh Enterprise is a platform for 
building and deploying integrations within 
the cloud and between the cloud and the 
enterprise. With the TriggerMesh Cloud 
Native Integration Platform, users can build 
integration flows between cloud and on-
premises applications without touching the 
underlying infrastructure. By connecting 
applications and modern or legacy systems 
to create automated real-time systems, 
enterprises can automate their infrastructure 
and respond faster to changing markets. 

TriggerMesh Enterprise is powered by 
Kubernetes and provides customization, 
modernization, integration, and complete 
deployment control. You can deploy TriggerMesh  
Enterprise in a data center running on 
Kubernetes or in the cloud on Google 
Kubernetes Engine (GKE), Amazon Elastic 
Kubernetes Service (Amazon EKS), or others. 

Join the TriggerMesh Early Adopter Program 
and see how far you can go with serverless.
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https://triggermesh.com/try-triggermesh/


CONTACT
Sebastien Goasguen 

Co-Founder & Chief Product Officer 
Twitter:  @sebgoa

Mark R. Hinkle 
Co-Founder & CEO 
Twitter: @mrhinkle

triggermesh.com

https://twitter.com/sebgoa
https://twitter.com/mrhinkle
http://triggermesh.com/

