
Cloud Native Integration for Kubernetes

www.triggermesh.com   |   sales@triggermesh.com  |   + 1 (919) 678 - 1559

CONNECT AWS TO ON-PREMISES MACHINE 
LEARNING 
With VMware Tanzu Advanced And TriggerMesh

TriggerMesh makes it easy to bring your Amazon Web Services (AWS) data and events into your cloud native 
infrastructure and use it not only on AWS but also in your other public, private, or hybrid clouds as needed. Event-
driven applications are built on top of your data and events. With TriggerMesh, your AWS data becomes part of 
the fabric used by developers and DevOps teams to integrate that data across every platform.

VMware Tanzu Advanced simplifies and secures the container lifecycle, enabling teams to deliver modern 
applications at scale on-premises and in the public cloud. The Cloud Native Runtimes for Tanzu is a serverless 
application runtime for Kubernetes that is based on Knative. Serverless and event-driven applications support is 
provided through Knative and TriggerMesh.

Developers want the ability to self-serve the integrations they need to bring new products and features to market 
fast. They need integrations to connect applications across multiple clouds, SaaS, and on-premises. These 
integrations need to be real-time and event-driven, which is where TriggerMesh comes in.

Built on Kubernetes and Knative, the TriggerMesh 
cloud native integration platform powers the scalable, 
event-driven integrations that enterprises need to 
thrive in today’s multi and hybrid-cloud environments. 
TriggerMesh manages these integrations by connecting  
sources of events and data with the target destinations, 
while allowing additional filtering, transformations, 
and routing before the messages are sent off. These 
integrations are called “Bridges” and they are reusable 
components that can be managed as source code. 

New custom sources and targets can also be added 
without having to dive into the weeds of Kubernetes 
development. Developers and DevOps teams can 
quickly create, and easily maintain event-driven 
integrations with their existing AWS infrastructure and 
any other technologies they need to work with.

TriggerMesh Sources from Amazon Web Services

AWS is the most popular public cloud platform and is used by enterprises as both their primary source of 
infrastructure and as part of their multi-cloud and hybrid strategies. Working across multiple platforms is the 
reality for many organizations. TriggerMesh integrates AWS events and data with Tanzu Application Platform and 
Cloud Native Runtimes from VMware.

The Open Source TriggerMesh Sources from Amazon Web Services (SAWS) allow you to easily consume events 
from AWS services and send them to any system running anywhere—on-premises workloads, SaaS applications, 
cloud services, serverless functions, and even other public or private clouds. TriggerMesh SAWS supports the 
most popular AWS services, including CloudWatch, CodeCommit, DynamoDB, Kinesis, Simple Notifications 
Service (SNS), Simple Queue Service (SQS), and Simple Cloud Storage (S3). 

 

“TriggerMesh lets me use the best 

tool for the job. When Operations 

needed to extract, transform, and 

send metrics data from a new 

cloud to our monitoring tool, none 

of the big vendors could do it, but 

TriggerMesh made it easy.” 

– VP & Senior Cloud Architect at FinServe leader 
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TriggerMesh Automates AWS S3 to On-Premises Image Processing with TensorFlow

TensorFlow is an open source platform for developing, training and building machine learning (ML) models and 
applications. In the recent GA announcement of Cloud Native Runtimes for VMware Tanzu, TriggerMesh and 
VMware demonstrated an event-driven application architecture for processing images of vehicle license plates 
with TensorFlow and recording the results in real time using Google Sheets. This represents a real-world use case 
of automatically recognizing license plates at a loading terminal or perhaps a toll-road and using that as a source 
for automating security or billing as appropriate.

In the demonstration, images of automobiles are uploaded to Amazon S3. This triggers an event that is captured by  
TriggerMesh and passed to the tensformation service (shown in the image below as Step 1), which downloads the 
image from S3, encodes it for processing and sends it to the TensorFlow Server (Step 2). The TensorFlow Server 
processes the image, recognizing if it has a license plate and returns the result (Step 3) which is then sent to the 
label_analyser (Step 4) which returns the license plate number as an event and records it in a Google Sheet (Step 5).

In this real-world example, the TriggerMesh cloud native integration platform ties these services and events together,  
running on top of the Cloud Native Runtimes for VMware Tanzu. The Amazon events from S3 are generated when 
an image is uploaded into the S3 bucket and TriggerMesh’s SAWS source creates an s3:ObjectCreated 
CloudEvent and sends it to the tensformation service. The tensformation service is running as a Knative 
Serving serverless application, allowing it to automatically scale up and down as the number of uploaded S3 
images increases and decreases accordingly. The tensformation service downloads the image from S3, 
Base64 encodes it and pushes it to the TensorFlow tf-inference-server service, which is also running as a 
serverless application under Knative Serving provided by the Cloud Native Runtimes for VMware Tanzu.

The TensorFlow tf-inference-server service is running the Automatic Number Plate Recognition model as  
a container image provided by VMware engineer Myles Gray. The TensorFlow Server is resource intensive, but Knative  
Serving ensures that the balance between the number of  tensformation application instances consuming S3 
images and the tf-inference-server application instances applying the ML model to those images rapidly 
scales to handle the workload. When all of the S3 images have been processed, Knative frees the computing 
resources. The results of the TensorFlow ML model are sent to the label-analyser serverless application as a 
CloudEvent, which in turn publishes the identified license plate number to a Google Sheet spreadsheet.

While this example is quite technical, it provides a template for processing events streamed from AWS and incor-
porating those into an AI/ML process running in a Kubernetes cluster on-premises or in a private or public cloud. The  
automatic scaling provided by Knative Serving allows the application to map to actual traffic patterns, only consuming  
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the resources needed as demand arises. The destination for the processed image events could be anywhere that the  
data is needed using the data sinks provided by TriggerMesh like Elasticsearch, Splunk, GoogleStorage and the like.

THE YAML MANIFEST FOR DEPLOYING THIS DEMONSTRATION IS TEMPLATED WITH ENVIRONMENT VARIABLES FOR 

INCLUSION IN YOUR EXISTING CI/CD PIPELINES FOR A FULLY-AUTOMATED GITOPS APPROACH TO INTEGRATION.

Event-Driven Machine Learning Applications the DevOps Way

Event-driven applications built with the TriggerMesh platform are represented as “integrations as code”™. This 
means that they can be stored in source control, versioned, templated, and incorporated into GitOps-style 
workflows ensuring that you have reproducible integrations, deployed wherever you need them. 

In addition to providing AWS sources and targets for events, TriggerMesh provides a framework to make onboarding  
new sources and targets relatively straightforward without requiring expertise in Knative Eventing integrations. Adding  
custom applications as event sources makes it easy to parse, transform, and reroute your data wherever it needs  
to be consumed for your ML applications. The framework is available in private preview to try with your infrastructure.

The TriggerMesh Sources from Amazon Web Services are just a small set of the enterprise-grade integrations 
provided with the TriggerMesh platform. TriggerMesh makes it easy to move your data and events where they 
need to be, so you can deploy your event-driven applications with the confidence that they will scale and deliver 
the results needed for your business.

Contact us today to learn how cloud native integration can help you accelerate product delivery. 
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